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Over the past two decades, the Scientific Computing and Imaging Institute (SCI), a research 
institute at the University of Utah, has established itself as an internationally recognized 
leader in visualization, scientific computing, and image analysis across a broad range of 
domains. SCI is also known for its development of innovative and robust software, made 
available to the scientific community under open-source licensing.

SCI has over 200 students, staff and faculty. The institute is known for its culture of multi-
disciplinary, collaborative research. There are 20 tenured and tenure-track faculty, drawn 
primarily from the School of Computing, Department of Bioengineering, Department of 
Mathematics, and Department of Electrical and Computing Engineering.

File-based storage is essential for the demanding computing requirements of the institute. 
Dr. Christopher Johnson, Director, SCI Institute, says, “The one constant is that we always 
need more storage. We build large-scale models, and the images used to build those models 
are of higher and higher resolution.”

Nick Rathke is the Associate Director, Information Technology at SCI. He says, “The images 
that researchers at SCI create can be generated by different technologies such as electron 

microscopy and MRI machines, but no 
matter how they’re created, these images 
represent a lot of data. We’ve done micros-
copy images of brain cells; we’ve done 
satellite imaging that can go down to very 
fine detail; we have one simulation where 
you can see the entire solar system and 
then go out from there.”

Rabbit Retinas and QF2
Researchers at SCI are creating the retinal connectome of rabbits as an analog to human 
retinas. The retina is a thin, delicate layer of tissue lining the back of the eye that captures 
light like film or digital sensors in a camera. But the retina is also an incredibly complex 
network of hundreds of millions cells that process light, converting it into electrical signals 
that are sent to the brain and used to create the images we see.

A connectome is a map of all the brain, spinal and retinal connections that exist in an 
animal’s body. Understanding the pathways of this network, and how they are rewired by 
aging and disease, is helpful in trying to save and restore vision. If you are going to fix cells  
in the retina, you have to know how they communicate.

Creating connectomes requires high-speed automated imaging, automated computational 
map-building and massive storage. A single 3D connectome map can require more storage 
space than 100 desktop computers. For the retinal study, the team used images from an 
electron microscope that are scanned thin slices of the retina, with the end goal of stacking 
them up into a high-resolution 3D image. Each slice was about 200MB of file storage. The 
entire data set was 20TB, but with backups and other temporary files, it took up about  
50TB of storage.

The images that researchers at SCI create can be 
generated by different technologies such as 

electron microscopy and MRI machines,  
but no matter how they’re created, 

these images represent a lot of data.
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Nick says, “Building connectome models  
is compute and memory intensive, and  
we need to be able to feed that compute 
pipeline with enough data to keep it 
happy. Prior to QF2, getting data from disk 
to the compute resources was an incredi-
ble bottleneck. The professors were saying 
that the complex processing took so long 
that they couldn’t also afford slow loading 
of data into memory.” With the perfor-

mance of the storage system they were using at the time, Nick estimated it would have taken 
four months to build the model. They wanted to shorten that time from months to days.

At the same time that Nick was trying to figure out how they could boost the performance  
of their existing storage system, SCI was already evaluating Qumulo File Fabric (QF2) on  
four QC24 nodes. (QF2 is modern, highly scalable file storage system that runs in the data 
center and the public cloud. A QC24 node has 24TB of raw HDD capacity and 1.6TB of raw 
SSD capacity in a 1U form factor.) When Nick’s Qumulo representative heard about the 
requirements for the retina project, he suggested they test it on the QF2 cluster. 

Nick says, “We agreed even though we really didn’t have plans at that time to drop our 
original system. We also decided that just running one project on QF2 wasn’t a fair test.  
We had to see how it performed under normal conditions, which for us means 100 to 200 
NFS sessions running concurrently throughout the day.

“We plugged QF2 into our 10GbE pipeline and, for compute, we used our HP DL980 server 
with 160 hyper-threaded CPU cores and 512GB memory. To mimic the sessions, we fired up 
256 Bonnie++ threads (Bonnie++ is a benchmark suite that tests hard drive and file system 
performance). We felt that, by running all the virtual sessions as well as the retina project, 
we’d have a better sense of how QF2 would work with the entire organization.

With QF2, we cut down the time to produce a 3D volume 
from 4 months to 11 days. That’s with the system under  

full load. Now, scientists can rotate through the neurons, 
they can slice the model, dice it, whatever they want.

Building connectome models is compute and 
memory intensive, and we need to be able  
to feed that compute pipeline with enough 

data to keep it happy. Prior to QF2, getting 
data from disk to the compute resources  

was an incredible bottleneck
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The SCI Workflow
Here is a diagram that shows the SCI environment.

Nick explains the layout. “In our world, 
and probably in a lot of environments, 
storage is second only to the network. 
Virtually everything at SCI ties into our 
storage system.

“Today we have two QF2 clusters. We have four QC208s and we also have seven QC24s. We 
split the storage out for a very particular reason. The smaller QC24s are convenient when 
applying for grants. Since they’re a smaller purchase than the larger-capacity QC208s,  
it’s easier to write the QC24s into the grant and put in for incremental funding. Since 
grant-based funding is a fact of life for us, we appreciate the flexibility that QF2 gives us 
when choosing hardware. In addition to our QF2 clusters, we also have a large LT07 tape 
library that backs up all the data across these two clusters.

“We run a wide variety of clients that all access this storage. They include over 200 desktops, 
our web servers and web services, and our email servers. We’re 90% Linux and Macs but we 
also have Windows machines, and for those we do SMB with SAMBA. There’s a large-scale 
symmetric multiprocessing (SMP) system that runs in the 160 CPU core range. We also  
have a lot of little, specialty systems that faculty bring in to do specific projects.

In our world, and probably in a lot of environments, 
storage is second only to the network. Virtually 

everything at SCI ties into our storage system.
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“Then we have two other compute clusters, 96 nodes total. One cluster is CPU only and the 
other is a GPU cluster. Those clusters connect both to the QC24s and, for scratch space, to 
temporary, commodity storage. The data we want to process ends up on QF2, where it can  
be backed up and accessed quickly by researchers for the next step of their projects. We  
have a 10GbE switch inbetween all our clients and our Qumulo storage.

“To interact with QF2, we use two Linux boxes as control nodes that have multiple 10GbE 
interfaces. We use those for data migration and to move data across multiple systems. We 
also use our Linux boxes to run any management scripts through the Qumulo API. That’s 
worked out well for us.”

The Importance of Visibility
Nick’s team at SCI relies heavily on QF2’s dashboard and its REST API to understand what’s 
happening in the file system in terms of capacity and performance. Nick says, “The biggest 
problem from a management perspective was that, with our old system storage was a black 
box. That won’t work anymore. You have to understand where your storage is going, who’s 
using it, and at what rates they’re using it.”

Managing capacity
Nick says, “Storage is a limited resource so knowing where your data is going is really 
important, not only for what you’re doing today but for capacity planning in the future.  
If you’re federally funded, as we are, and have to work through a grant cycle, you need to  
start planning well in advance to figure out how much storage you’ll need. The goal, of 
course, is to enable researchers to keep doing their work. You never want to tell a researcher 
that they have to stop because we don’t have space on our system.

“We use Qumulo capacity trends to 
examine storage usage over time. From  
the menu, we can look at our history over 
52 weeks, 30 days or 72 hours. With the 
API, we can also offload all the data to a 
separate system for additional analysis.”

Nick continues, “It’s also important for us 
to be able to figure out where the data is and how much is being used in real time. For that, 
we use the Capacity Explorer screen and the QF2 API. We’ve written some great little scripts 
that assign quotas and, occasionally, go through and tell the appropriate users that they’re 
reaching their quotas. Not only do we on the IT side know what’s going on but we can let our 
users know. We keep a database and track all this information because the faculty want to 
know how the researchers are using their data. It’s easy for us to report on that and to 
generate reports that are project and group specific.” 

Storage is a limited resource so knowing 
where your data is going is really important, 
not only for what you’re doing today but for 

capacity planning in the future.
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Managing performance
Nick and his team also use the QF2 dashboard to track performance. He says, “Of course 
good performance matters, but what does that mean? What, for example, does 187 MB of 
writes per second mean to researchers? Those numbers must translate into something that’s 
meaningful to the people involved. Ultimately, performance indicates the time to insight. 
How long does it take for researchers to get their results back? Poor performance translates 
into angry customers and angry faculty and, generally, angry faculty don’t stay angry in their 
own offices. They come to my office and they’re angry there, which is not a good thing.”

One challenge Nick faces is that his team must also deal with very small files as well as very 
large ones. He says, “We have a project headed by Dr. Christopher Butson, director of neuro-
modulation research, which requires 30TB of storage. The group is modeling the effects that 
deep brain stimulation has on neural circuitry, leading to better treatments for patients with 
Parkinson’s Disease, Tourette’s Syndrome, and depression. It runs on 10 Xeon 5 servers with 
256 threads creating output. Each one of those threads, roughly 2,560 of them, writes out a 
file that has a single int16 value in it. They run that all day long. That project had about the 
worst case of data IO you can possibly imagine. Thanks to the real-time insight QF2 gives us, 
the students were able to write some Python scripts to mitigate the IO issues.

“Another useful screen for analyzing performance is Activity by Client. We can see which 
systems are doing a lot of writes and quickly drill down to see where all that data is going. 
When you’re dealing with 200 desktops and numerous other systems, figuring out where 
some system is writing to is critical.”

Measuring downtime 
Of course, if a storage system goes down, its performance hardly matters. Nick estimates 
that, with QF2 there were only about 28 minutes of downtime over the entire year and that 
was because of scheduled patches and minor upgrades. 

Reliability and ease of management have also been essential, especially when things don’t go 
as planned. Nick recalls one such incident. “If we lose power in our data center, we can run 
our equipment for 120 minutes, but we have no cooling during that period. It will go from 
68° to 100° in about 20 minutes. When we were testing QF2 a year ago, we lost power twice 
in one day from two different power outages in the Salt Lake Valley that were completely 
unrelated.

“Normally, what happens with our big clusters is we have automated scripts that shut 
everything down but, with the QF2 cluster, we didn’t have that yet so I literally went into  
the data center and yanked all the power cords out. This is not something I recommend  
that you ever, ever do, but I did it twice in one day to the QF2 system.

“Out of all the storage systems and all the disk arrays that we had, QF2 was the only one that 
came back without any flaws—no data 
corruptions, no disk losses. On another 
file system (not from Qumulo) we lost  
six drives on a 15 node cluster. And, our 
commodity system was a complete loss.  
It lost every single drive. That was an 
interesting test.”  

Out of all the storage systems and all the disk 
arrays that we had, QF2 was the only one 

that came back without any flaws—no data 
corruptions, no disk losses.
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Keeping It Simple
A system that’s easy to set up and maintain is a system that saves an organization money. In 
terms of set up, Nick says, “With QF2 all we had to do was unbox it, rack it and turn it on. 
That was, essentially, as complicated as it got.”

When another group at the University of Utah asked about 
how easy QF2 was to manage, Nick told them to have 
senior staff figure out the architecture and its configura-
tion, and to then ‘throw the daily management over the 
fence to the student helpdesk.’ It’s that easy. It’s a true set 
up and forget system.”

Planning for the Future
Nick has a clear five-year plan for growing his QF2 clusters, beginning in 2018. He says, “In 
year one we’ll add another QC-24. The following year, we’ll add two more. In year three, we’ll 
add one. At that point, we’re going to upgrade our network from 10Gb/s to 40Gb/s. Then we’re 
going to add another QC208. That’s our migration plan and, because it’s a scale-out solution, 
we can literally add all those nodes with zero down time. We plug a node into the network, 
give it an IP address and it’s up and going, which is great for us.”

Ultimately, QF2 helped SCI rethink how it approaches data management in an age of much 
larger scale for scientific data. Nick says, “We used to say ‘just add more capacity,’ but storage 
is so much more complicated and mission critical than it was ten years ago that, for us to 
effectively grow, we need to treat storage as a finite and precious resource and manage it 
accordingly. We can do that with QF2.”

With QF2 all we had to do was 
unbox it, rack it and turn it on. 

That was, essentially, as 
complicated as it got.

We used to say ‘just add more capacity,’ but storage is 
so much more complicated and mission critical than it 

was ten years ago that, for us to effectively grow, we 
need to treat storage as a finite and precious resource 
and manage it accordingly. We can do that with QF2.


